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Remaining Useful Life Estimation in Aero-Engines via Regime-
Aware Transformer Architecture

Highlights

KD

< A novel framework named ReACT is proposed by integrating regime-based normalization into a
Transformer-based architecture for aero-engines operating under multiple operational conditions.

< In the context of Remaining Useful Life (RUL) estimation, a two-stage attentional construct is used together
by modelling both temporal dependencies and inter-sensor relationships.

« The Efficient Channel Attention (ECA) module is incorporated into the ReACT architecture to learn the

relative importance of sensor channels, and its contribution to representation quality is quantitatively

demonstrated.

Graphical Abstract

This study proposes a Transformer-based architecture that integrates regime-aware normalization to achieve robust
and generalizable RUL prediction for engines operating across multiple and dynamically changing conditions.
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Figure. Proposed React method diagram
Aim
This study aims to enhance Remaining Useful Life (RUL) prediction performance for aero-engines operating under
varying operational conditions by proposing a regime-aware Transformer architecture.
Design & Methodology

NASA CMAPSS data were used. In this paper, the used methodology includes regime-aware normalization, piecewise
linear labelling, and Efficient Channel Attention (ECA) module. In addition, model decisions are explained through
XAl analysis.

Originality

This work presents an interpretable Transformer-based framework for RUL prediction that combines regime-based
normalization with a two-stage attention mechanism

Findings

Experimental results obtained with NASA C-MAPSS datasets show that the ReACT consistently outperforms existing
approaches in terms of RMSE and NASA Score, especially in datasets with multiple operating conditions.
Conclusion

This study demonstrates that the regime-aware Transformer architecture offers high accuracy and explainability,
making it a reliable and viable solution for predictive maintenance in the aviation industry.
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ABSTRACT

Remaining Useful Life (RUL) estimation has gained significant importance in recent years to improve the reliability of industrial
systems. Within the scope of Predictive Maintenance (PdM), RUL estimation plays a critical role in supporting maintenance
decision-making processes and planning maintenance activities more effectively. The integration of PdM methods is also needed
in the aviation sector. However, the fact that aircraft engines operate under variable conditions, such as different altitudes and
speeds, rather than constant conditions, makes the interpretation of sensor measurements difficult. This negatively affects RUL
estimation performance. In this study, a regime-aware architecture called ReACT is proposed for aircraft engines operating under
different conditions. The proposed architecture consists of two main stages. In the first stage, operating regimes are determined
using the K-means clustering method, and regime-aware normalization is applied to the data. In the second stage, a Transformer
architecture combining a two-stage attention mechanism with the Efficient Channel Attention mechanism is used. This structure
effectively models temporal degradation patterns and relationships between sensors. Experimental results on the NASA C-MAPSS
dataset show that the ReACT architecture significantly reduces remaining useful life estimation errors and provides significant
improvements in RMSE and NASA Score metrics compared to existing methods.

Keywords: Remaining Useful Life, Transformer, Regime Awareness, Deep Learning, C-MAPSS, Predictive Maintenance.

Rejim Duyarli Transformer Mimarisi ile Havacilik
Motorlarinda Kalan Yararli Omiir Kestirimi

0z

Kalan Yararli Omiir (Remaining Useful Life - RUL) tahmini endiistriyel sistemlerin giivenilirligini artirmak amaciyla son yillarda
biiyiik 6nem kazanmistir. Kestirimci bakim (Predictive Maintenance - PdM) kapsaminda RUL tahmini, bakim karar verme
stireglerinin desteklenmesi ve bakim faaliyetlerinin daha etkin planlanmasi agisindan kritik bir rol oynamaktadir. Havacilik alaninda
da PdM yontemlerinin entegrasyonuna ihtiya¢ duyulmaktadir. Ancak havacilik motorlarinin sabit kosullar yerine farkl irtifalar ve
hizlar gibi degisken ¢alisma kosullar1 altinda faaliyet gostermesi, sensor dlgliimlerinin yorumlanmasini zorlastirmaktadir. Bu durum
RUL tahmin performansini olumsuz etkilemektedir. Bu galismada, farkli ¢alisma kosullar altinda ¢alisan havacilik motorlar1 igin
ReACT adi verilen rejim farkindalikl bir mimari énerilmektedir. Onerilen mimari iki ana asamadan olusmaktadir. {lk asamada, K-
means kiimeleme yontemi kullanilarak ¢alisma rejimleri belirlenmekte ve verilere rejime duyarli normalizasyon uygulanmaktadir.
fkinci asamada ise Etkili Kanal Dikkati (Efficient Channel Attention) mekanizmasi ile iki asamal dikkat yapisim birlestiren bir
Transformer mimarisi kullanilmaktadir. Bu yap1 sayesinde zamansal bozunma oriintiileri ve sensorler arasindaki iliskiler etkin
bicimde modellenmektedir. NASA C-MAPSS veri seti lizerinde gergeklestirilen deneysel sonuglar, ReACT mimarisinin kalan
yararli dmiir tahmin hatalarini énemli 6l¢lide azalttigini ve mevcut yontemlere kiyasla RMSE ve NASA Skoru metriklerinde
anlamli iyilesmeler sagladigini gostermektedir.

Anahtar Kelimeler: Kalan Yararh Omiir, Transformer, Rejim Farkindahg, Derin Ogrenme, C-MAPSS, Kestirimci
Bakim.

1. INTRODUCTION If failures in these systems are unpredictable, they can

The increasing integration of Industry 4.0 and Internet of ~ €ause significant financial losses and safety hazards. In
Things (loT) technologies into the contemporary this context, Prec_ilctlve Maintenance (PdM), designed to
industrial field has increased the complexity of Predict failures in advance through continuous system
engineering systems [1]. In this context, ensuring health monitoring, has increasingly begun to replace
operational reliability and long-term sustainability has ~ traditional corrective and time-based maintenance

emerged as a major challenge, especially in capital- Methods [2]. Accordingly, the use of data-driven
intensive and safety-critical applications. analytics in aviation applications has increased. This has

necessitated the development of more effective methods

Aviation engine systems are a prime example of related to data management and system integration [3].

situations where unexpected failures can lead to
significant cost consequences and serious safety impacts.

*Sorumlu Yazar (Corresponding Author)
e-posta : gurkan.kaya@gazi.edu.tr
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One of the important concepts in the field of Predictive
Maintenance (PdM) is Remaining Useful Life (RUL)
estimation, which aims to determine how long a
component can operate before failing or needing
replacement. Accurate assessment of RUL is crucial for
minimizing maintenance costs, facilitating spare parts
logistics, and improving operational safety [4]. In the last
decade, data-driven methodologies have largely replaced
traditional physics-based modelling strategies in
prognostics and health management. Machine learning
and deep learning methodologies can directly derive
complex degradation patterns from multivariate sensor
data. This has proven superior in reducing reliance on
manual feature extraction [5]. One of the key issues for
the effectiveness and robustness of these models is also
the data preprocessing step, which significantly impacts
the capabilities of the models [6], [7].

This article presents a regime-aware Transformer-based
approach called ReACT (Regime-Aware Contextual
Transformer) to predict RUL under multiple operating
conditions. ReACT explicitly incorporates operational
regimes into the data preparation phase. This allows the
model to adapt to variations in sensor behaviour
depending on the operational conditions it is in. The
proposed methodology efficiently resolves distribution
inconsistencies arising from different operating
environments by applying regime-specific normalization
instead of global normalization. Experimental results
show that this method reduces Root Mean Square Error
(RMSE) and NASA Score values, thus improving
prediction accuracy and generalization performance in
various operational regimes.

2. LITERATURE REVIEW

RUL estimation has attracted continuous interest over the
last twenty years. The literature includes many different
modelling perspectives for RUL estimation. This section
examines the studies most relevant to the present work,
and the proposed ReACT framework is positioned within
this context. It is also worth noting that recent studies in
the Turkish literature indicate increasing local interest in
this subject [8], [9], [10].

When examining the first studies on RUL estimation, one
largely encounters physics-based degradation models
and classical statistical prognostic techniques [11]. These
approaches offer interpretability and physical intuition.
On the other hand, their success is limited in complex,
nonlinear degradation patterns observed in real industrial
systems. In the following period, machine learning-based
solutions began to emerge. For example, Khelif et al. [12]
investigated the Support Vector Regression (SVR)
method for RUL estimation. However, such methods are
typically developed under the assumption of a single
operating condition. Consequently, the performance of
such models generally decreases when applied to systems
operating in multiple regimes.

With the development of deep learning methods, these
approaches have also begun to be used in time-series

analysis. Studies such as Wu et al. [5] have suggested that
learning degradation patterns directly from raw sensor
data can be effective, especially when the amount of data
is sufficient. In this context, methods such as
Convolutional Neural Networks (CNNs) [13] and Long
Short-Term Memory (LSTM) networks [14], [15] have
produced successful results and have become widely
preferred. Later comparative studies have shown that
CNN's tend to efficiently capture local temporal patterns,
but LSTM-based models may be more suitable for
modelling longer temporal dependencies. Nevertheless,
both approaches have some limitations [16], [17], [18].

To address the limitations imposed by single-architecture
models, a significant portion of the literature has turned
to hybrid modelling strategies. One example in this field
is the two-stage degradation assessment framework
proposed by Yan et al. [19], which relies on data fusion
to separate degradation modelling from health
assessment. Arias Chao et al. [20] approached the
problem from a different angle, integrating physics-based
formulations with deep learning using the Physics-
Informed Deep Learning paradigm. Their motivation
here is to go beyond prediction accuracy and maintain
physical validity in the learned representations.
Similarly, the STA-HPINN architecture has been
reported to improve prediction performance under certain
operating conditions by integrating hidden physical
information into neural networks [21]. Some studies
moving away from physics-focused designs have
combined CNN and LSTM components with attention
mechanisms or wave-based noise reduction [22], [23],
[24], [25]. These methods have been shown to contribute
to reducing the effect of sensor noise on RUL prediction.
Other methods include Bi-LSTM architectures enhanced
with convolutional layers [26]. In addition, there are
Neural Ordinary Differential Equation-based models
[27] that attempt to model the degradation as a
continuous-time process rather than a completely discrete
sequence. In parallel with these developments,
Transformer-based architectures, initially introduced for
Natural Language Processing, have proven successful in
the field of time series modelling and have begun to be
used for RUL prediction. This development is largely
based on the self-attention mechanism proposed by
Vaswani et al. [28]. The self-attention mechanism makes
it possible to capture long-range temporal dependencies
without relying on recurrent connections. Several studies
in the RUL estimation literature have shown that
Transformer-based models perform better than many
other alternatives, especially when modelling global
degradation behaviour in noisy sensor data, including
aircraft engine data [29]. For example, Wang et al.
proposed a lightweight Transformer architecture adapted
to RUL estimation [30]. They later extended this
approach through a multi-task learning framework that
includes atrous CNNs with self-attention encoding [31].
In this context, related attention-focused architectures,
including TTSNet [32] and TCRSCANet [33], have also
been investigated. More recent studies have explored a
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variety of directions, such as position-aware attention
mechanisms [34], hierarchical two-stage Transformer
designs [35], graph-based spatio-temporal
representations [36], and Temporal Convolutional
Networks enhanced with multiscale interaction modules
[37].

Despite these methodological advances, an important
challenge remains largely unresolved. In practical
settings, systems like aircraft engines generally do not
operate under constant or homogeneous conditions. The
presence of variable conditions often leads to significant
distribution shifts in sensor data. This problem is clearly
observable in the NASA C-MAPSS dataset [38]. Subsets
FD001 and FDO003 encompass only one operating
condition, whereas FD002 and FD004 encompass
multiple operating regimes that make modelling more
challenging. Transfer learning [39] and domain
adaptation methods [40] have gained interest in
addressing such distribution shifts. Beyond aviation
applications, RUL estimation has also been investigated
in different fields such as lithium-ion batteries [41] and
rotating machinery [42], [43], [44], as well as in end-to-
end representation learning approaches for estimation
[45]. Some recent studies have also focused on
estimating RUL along with failure types or health states,
which further broadens the problem formulation [46],
[47].

Overall, Transformer-based models achieve strong
performance in the literature. However, significant gaps
remain. In particular, the explicit inclusion of complex
operational regimes in model architectures is still limited.
Furthermore, the interpretability of model decisions
remains a clear concern. Taking all these observations
into consideration, this study presents a regime-aware
Transformer architecture called ReACT that explicitly
considers operational regime information and aims to
increase transparency in the model's decision-making
process.

3. MATERIALS AND METHODS

In this study, a Regime-Aware Contextual Transformer
(ReACT) architecture is proposed for Remaining Useful
Life (RUL) estimation of turbofan engines operating
under multiple operational conditions. ReACT is a
Transformer-based framework that explicitly integrates
regime awareness into data representations and employs
separate yet sequential attentional mechanisms along the
temporal and sensor dimensions. Accordingly, the
ReACT architecture is formed of four main components:
() regime-aware normalization,
(if) sensor weighting via Efficient Channel Attention
(ECA),

(iii) a patch-based Transformer encoder with a Two-
Stage Attention mechanism, and
(iv) a regression-based RUL prediction head.

3.1. RUL Label Definition

During training, to manage the uncertainty in the initial
stages of the engine's healthy operation, the RUL labels
are limited using a piecewise linear formulation. The

maximum RUL threshold is set to R,,, = 125. This
strategy prevents high-variance target values in early life
stages from adversely affecting model training.

In the run-to-failure NASA C-MAPSS dataset, the failure

time of each engine unit uis known. T, is the total
number for operating cycles of the engine u. The RUL at
cycle t is defined as:

ygu) = Tu -t (1)
During the test phase, engine trajectories are truncated

before failure, and thus T, cannot be directly observed.
Therefore, the RUL values for test engines are obtained
from the separate target RUL file provided with the
dataset and are used for model evaluation.
3.2. Regime-Based Normalization
In the C-MAPSS dataset, operating conditions are
represented by three operational setting (OS) variables,
which directly affect the statistical distributions of sensor
measurements. To explicitly account for this effect,
ReACT applies regime-based normalization instead of
global normalization.
Let r € {1,...,K} denote the operational regime. For
each regime, normalized sensor values are computed as
)
~() _XTH
=T @)

where u(’")and o™ represent the mean and standard
deviation associated with regime r. This normalization
suppresses variations caused by operating conditions and
encourages the model to learn regime-invariant
degradation dynamics.

For the FD002 and FD004 subsets, that contain more than
one operating conditions, regime labels are obtained via
clustering. Since FD001 and FD003 involve only one
operating condition, K = 1 is assumed. Both K-Means
and Gaussian Mixture Models (GMM) were evaluated,
yielding similar regime partitions and predictive
performance. Due to its lower computational cost, fewer
parameters, deterministic behavior, and practical
applicability to large-scale time-series data, K-Means
was selected for the final architecture. For the FD002 and
FDO0O04 subsets, the number of clusters K was explicitly
set to 6. This selection is primarily based on domain
knowledge, as the original NASA C-MAPSS dataset
documentation identifies six distinct operating conditions
for these specific subsets [5]. To empirically validate this
selection, a sensitivity analysis was performed using the
Elbow Method and Silhouette Score. As illustrated in
Figure 1, the Elbow curve exhibits a clear inflection point
at K=6, and the Silhouette score reaches its maximum
value at the same point, confirming that K=6 provides the
most natural and optimal clustering for these datasets.
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Figure 1. Elbow Method and Silhouette Score Graphics

For each cycle t, the operational condition vector is

defined as o, € R®. In multi-regime subsets, K-Means
clustering is applied to these vectors to obtain
Koperational regimes. The regime label at time step tis
assigned as
r, = arg min
ke{l,...K
where u, denotes the centroid of the k-th regime.
After regime identification, a separate normalization
model is defined for each regime. Different
normalization strategies were empirically evaluated, and
the most stable methods were selected for each subset:
e FDO001 and FD002: Since these subsets involve
a single fault mode, standard normalization (Z-
score) was found to provide stable and
consistent performance.
e FDO003 and FD004: As these subsets contain
multiple fault modes, robust normalization

3)

}n o, —u, I3

based on median—IQR resulted in better
generalization performance.

The normalization procedures are defined as

. S — M(Tt)

Sy = (—(Standard, Z-score) 4)
o rt)

LS = median()

Sy = (Robust) (5

IQR(rt)

where s, denotes the raw sensor recordings at time step
t, and r, indicates the related operational regime.

3.3. Efficient Channel Attention (ECA)

Another key component of ReACT is the Efficient
Channel Attention (ECA) layer [48] which learns the
relative importance of sensor channels. Applied after
regime-based normalization, ECA provides a lightweight
yet effective attention mechanism along the sensor
dimension allowing the model to process sensor
information according to contextual relevance rather than
equal weighting. Following standard literature practices,
seven sensors with constant values were discarded. The
remaining 14 sensors (2, 3, 4,7, 8, 9, 11, 12, 13, 14, 15,
17, 20, and 21) were retained across all subsets.

First, a sensor-level summary vector is computed by
averaging normalized sensor values over a temporal

window of length L:
L

Z§t,geR5

t=1

(6)

g:

~

where s, denotes the normalized sensor vector at time
step t, and S represents the sensors’ number.

In the next step, a 1D convolution with a fixed kernel size
k = 3is applied along the sensor axis to capture local
inter-sensor dependencies:

(7)

where o (-)denotes the sigmoid activation function. This
operation produces a channel-wise weight vector with
values in the range [0,1].
Finally, sensor representations are rescaled at each time
step using element-wise multiplication:

(8)

s;=a0®s,
This process enhances the contribution of sensors that are
more informative for degradation modelling while
suppressing less relevant channels.

a= a(Conlek (g))

3.4. Patch-Based Representation and Two-Stage
Attention Transformer
Following ECA, sensor time series are segmented using
a fixed length sliding window with a stride of s=1 across
all subsets. To prevent data leakage, windowing was
performed strictly per engine (unit ID). Since C-MAPSS
inherently provides distinct trajectories for training and
testing, zero cross-contamination is guaranteed between
the sets. Each window contains L consecutive time steps
and S sensor channels:

)

W, = [gt—L+1’

To reduce calculation difficulty and enhance the local
degradation patterns modelling, each sensor sequence is
divided into patches which do not overlap. Patch length
is p and patches are resulting in P = |L/p]| per sensor.

After that, each patch is transferred to a constant size
embedding space using a linear embedding layer. To
keep sensor identity, a learnable sensor embedding is

’ §t] e RL%S
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added. This enables the model to distinguish patches
originating from different sensors. Temporal ordering is
captured through learnable positional embeddings,

forming the initial representation tensor H(O), that is
subsequently fed into the Transformer encoder.

ReACT is built around a two-stage attentional
Transformer encoder which enables the modelling of
temporal dependencies and inter-sensor relationships in
a sequential but disentangled manner. In the first stage,
Multi-Head Self-Attention (MHSA) is applied along the
temporal dimension for each sensor independently:

o _ (0)
H(S,:,:) - MHSAtemporal(H(s‘:_:)) (10)
This stage captures long-term temporal degradation
trends within each sensor channel.

In the second stage, MHSA is applied across sensors for
each patch position:

Hg&) _ MHSASensor(HE:l.i).:))

(11)
This operation enables the model to learn contextual
inter-sensor  relationships and to assign higher
importance to sensors that are more critical to fault
progression [49]. The order of the two-stage attention
mechanism is designed based on the temporal nature of
degradation processes. Temporal attention is applied first
to capture degradation trends within each sensor over
time. Subsequently, sensor-wise attention is used to
model inter-sensor relationships based on these
temporally enriched representations. This design ensures
that sensor interactions are learned from context-aware
features rather than raw signals. Additionally, the ECA
module already provides an initial sensor-level
weighting, further supporting this ordering. Together,
these two stages constitute the Two-Stage Attention
mechanism, allowing explicit and interpretable
modelling of temporal and sensor-level dependencies.

3.5. Training and Evaluation

The multi-dimensional representations produced by the
Transformer encoder are flattened while preserving
learned temporal and sensor information and are then
passed to a Multi-Layer Perceptron (MLP)-based
regression head to generate the final RUL estimation.
The trained model uses the Adam optimizer [50]. The
Mean Squared Error (MSE) is utilized as the loss
function. Dataset-specific hyperparameters are shown in
Table 1. The hyperparameters were selected through a
limited empirical search based on validation
performance. For each dataset, a small search space was
defined around commonly used values in the RUL
literature. Specifically, window length was varied within
{32, 48, 64}, patch length within {4, 8}, number of
Transformer layers within {2, 3}, and the number of
attention heads within {1, 2, 4}. Learning rates were
selected from {2x107%, 3x107%, 4x10~*}, and batch sizes

were chosen from {32, 64}. The final configuration for
each subset was determined based on the lowest
validation RMSE obtained during K-Fold cross-
validation. This procedure ensures that the selected
hyperparameters are not overfitted to a specific train-test
split and provides a fair basis for comparison across
different datasets.

Table 1. Dataset-Specific Optimized Hyperparameters

Parameter | FD001 | FD002 | FD003 | FD004
Window

length (L) 32 64 64 64
Patch

length (p) 4 4 4 4
Model

dimension | 128 128 128 128
(d)

Number of

attention 1 4 1 1
heads (h)

Number of

Transform | 3 3 2 3
er layers (1)

Batch size | 32 64 32 64
Learning | 5,104 | 410+ | 2x10+ | 4x10+
rate (Ir)

Number of | ¢ 80 80 100
epochs

Warm-up |, 10 10 10
epochs

Dropout - | 0.1 0.1 0.1
rate

ConvlD

Kernel

Size (k) | > 3 3 3

3.6 Evaluation Metrics

Model performance is evaluated using two commonly
preferred metrics: RMSE and the NASA Score.

The RMSE metric is calculated as,

RMSE =

which measures the overall value for prediction errors.
In addition, the NASA Score function is reported, which
asymmetrically penalizes early and late prediction errors
and is therefore more suitable for practical maintenance
scenarios:

e.
exp (1—13) -1, ¢ <0,
S(e;) = e, (13)
exp (m) - 1, €; = 0,
N
NASA Score = Z s(e) (14)

i=1
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4. RESULTS AND DISCUSSION

Experimental evaluations were conducted using C-
MAPSS dataset provided by NASA which includes
simulated run-to-failure turbofan engine data and is
commonly used in RUL prediction studies [38]. Four
subsets of the dataset were considered: FD001, FD002,
FDO003, and FDO04. These subsets differ in terms of
operational condition and fault mode types, as
summarized below:

» FD001: One operating condition and one fault mode

» FD002: Three operating conditions and one fault mode
+ FD003: One operating condition and two fault modes

« FD004: Three operating conditions and two fault modes
Three normalization strategies were tested in
experiments: Min-Max, Z-score, and Robust. K-means

clustering and Gaussian Mixture Models (GMM) were
compared for regime identification. To quantitatively
assess the similarity between the clustering results, the
Adjusted Rand Index (ARI), which measures the
agreement between two clustering assignments while
correcting for chance, was computed, yielding a score of
1.000, indicating statistically identical clustering
assignments. Since both methods produced similar
clustering  structures and  comparable  model
performance, K-means was chosen due to its lower
computational complexity. K-Fold cross-validation is
used to evaluate model stability. In Figures 2 and 3, the
RMSE and NASA Score results corresponding to
different normalization strategies are reported.

RMSE Comparison of All Methods (Lower is Better)

FD001 RMSE Results

NONE + MINMAX 11.64

NONE + STANDARD

NONE + ROBUST 11.42

112 113 114 115 116 117 118 119
RMSE

FD002 RMSE Results

KMEANS + MINMAX | 10.85

KMEANS + STANDARD 1077

KMEANS + ROBUST 10.85

GMM + MINMAX -I | 10.85

GMM + STANDARD 10.77

GMM + ROBUST 10.85

10.6 10.7 10.8 109 11.0 111 11.2

RMSE

=3 MINMAX

FD003 RMSE Results

NONE + MINMAX 4 10.07

NONE + STANDARD 10.26

NONE + ROBUST

9.8 10.0 10.2 10.4 10.6
RMSE

FD004 RMSE Results

KMEANS + MINMAX I 12.96

KMEANS + STANDARD 12 96

KMEANS + ROBUST 12.76

GMM + MINMAX -I | 12.96

GMM + STANDARD 12.96

GMM + ROBUST 12.76

12.6 12.7 12.8 12.9 13.0 131 13.2 133
RMSE

Scaler
[ STANDARD

[ ROBUST

Figure 2. RMSE Results of Experiments
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NASA Score Comparison of All Methods (Lower is Better)

FDOOL Score Results

NONE + MINMAX 213.6

NONE + STANDARD

192.3

NONE + ROBUST

200 210 220 230

NASA Score

190

180

FD002 Score Results

KMEANS + MINMAX

KMEANS + STANDARD

397.7

KMEANS + ROBUST
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Figure 3. NASA Score Results of Experiments

For FDO0O01, standard Z-score normalization results in the
lowest RMSE and NASA Score values (RMSE = 11.36,
Score = 189.99). When the system operates under one
operating condition and one failure mode, balanced
scaling of sensor signals appears sufficient to emphasize
degradation-related trends.

In FD002, the two-evaluation metrics favor different
normalization strategies. Standard Z Score normalization
minimizes RMSE (RMSE 10.77) and Min—Max
normalization leads to the lowest NASA Score (Score =
373.68). Since RMSE is treated as the primary evaluation
criterion in this study, Standard normalization is selected
for FD002.

Lowest RMSE Values

Increased variability and the presence of pronounced
outliers characterize the FDO03 subset. This subset
involves two different failure modes. Under such
conditions, Robust normalization produces the lowest
RMSE and NASA Score values (RMSE = 9.86, Score =
145.61). The use of median—IQR-based scaling limits the
influence of extreme sensor readings and supports
improved generalization behaviour.

Among all subsets, FD004 poses the greatest challenge
due to the coexistence of three operating conditions and
two failure modes. For this case, Robust normalization
achieves the lowest RMSE (RMSE = 12.77). A summary
for best RMSE and NASA Score values across all
datasets is provided in Figure 4.

Lowest NASA Score Values

Winning Method
@ NONE + STANDARD
B KMEANS + STANDARD
@ NONE + ROBUST
3 KMEANS + ROBUST

12.76

Dataset

Score

700 682.9
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379.3

400
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Figure 4. The best RMSE and NASA Score values obtained for each dataset
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In addition to these quantitative results, the temporal
behaviour of the ReACT architecture on test data was
further analysed. Figure 5 displays how the estimated
RUL values align with the ground truth for the test
engines in datasets FD0O1 through FD004. The model

successfully tracks the overall decreasing RUL trend in
RUL Prediction for FD0O01 Testing Data

—— Predicted RUL
== True RUL
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all subsets, with predicted trajectories closely matching
the ground truth and prediction errors diminishing as
failure approaches. This behaviour indicates that ReACT
can capture the global dynamics of the engine
degradation process in a stable manner.

RUL Prediction for FD0O02 Testing Data
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Figure 5. Comparison of True vs. ReACT-Predicted RUL Values on C-MAPSS Test Data (FD001-FD004)

Additionally, a comparative performance analysis
between ReACT and existing methods reported in the
literature is presented in Table 2. As shown in the Table
2, ReACT against selected methods documented in
previous studies based on RMSE metric. While ReACT
demonstrates competitive performance on FD001, which
involves one operating condition and one fault mode, it
achieves notably lower error values on FD002 and
FDO004, which contain three operating conditions.
Additionally, ReACT demonstrates its effectiveness
under multiple failure modes by achieving the lowest
RMSE value in the FD003. These results highlight the

advantage of incorporating regime awareness, especially
in complex operating scenarios. To verify the stability of
the proposed ReACT model and ensure that no data
leakage occurred, the K-fold cross-validation was strictly
confined to the official training sets. The analysis of these
folds demonstrated high model stability during training,
yielding cross-validation RMSE standard deviations of
+1.24, £0.26, £1.38, and +1.34 for the FD0O1, FD002,
FDO003, and FDO004 subsets, respectively. The final
evaluation on the entirely isolated, held-out test engines
yielded the highly competitive ensemble results
presented in Table 2

Table 2. RMSE Comparison with the Literature on the C-MAPSS Dataset

RMSE
Method FD001 FD002 FD003 FD004
Lietal, 2018 [13] 12.61 22.36 12.64 23.31
Ellefsen et al., 2019 [15] 12.56 22.73 12.10 22.66
Zheng et al., 2017 [17] 16.14 24.49 16.18 28.17
Wang et al., 2025 [30] 12.53 13.67 13.59 17.40
Fan et al., 2024 [35] 10.98 16.12 11.14 18.15
Wang et al., 2024 [36] 11.62 13.04 11.52 13.62
Lu etal., 2025 [37] 11.39 1341 10.17 15.28
ReACT (Proposed method) | 11.36 10.77 9.86 12.76
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The role of the main components forming the ReACT
architecture is investigated using an ablation analysis.
Throughout these experiments, the network topology,
hyperparameter configuration, training strategy, and
evaluation protocol were not changed. On the other hand,
individual components are selectively omitted. Through
this experimental design the isolated impact of each
component is examined. Five model variants are
examined as part of the ablation study:

* ReACT: The complete architecture that includes both
regime-based normalization and the ECA mechanism.

» Without ECA: The variant ECA is removed while all
other components are retained.

- Without regime based normalization: The configuration
where regime information is excluded from the
preprocessing stage.

« Without ECA and regime-based normalization: A
reduced version of the model where both components are
omitted.

+ Without Two Stage Attention: Standard Transformer
Model

The performance comparison across these variants is
presented in Figures 6 and 7.

Ablasyon Analizi: ReACT vs Standard Transformer
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Figure 6. Ablation RMSE Results
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Ablasyon Analizi: NASA Score Karsilastirmasi
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Figure 7. Ablation NASA Score Results

When the ablation results are examined, regime
awareness is seen as the more dominant contributing
component for the FD002 and FDO004 subsets. When
regime-based normalization is removed, both subsets
experience significant performance degradation in terms
of both RMSE and NASA Score. These results show that
performance degradation occurs in Transformer-based
architectures when deployment shifts resulting from
different operating conditions are not explicitly
modelled.

To further validate the necessity of the proposed
architecture, a baseline comparison was conducted
against a Standard Spatial Transformer (SST) which
lacks both the regime-aware attention and ECA modules.
As illustrated in the updated ablation figures, the SST
baseline consistently yields higher error rates across all
subsets (e.g., achieving an RMSE of 12.59 on FD003
compared to ReACT’s 9.86). The significant
performance gap, particularly in complex subsets like
FD003 where ReACT provides a 21.68% improvement,
confirms that standard attention mechanisms are
insufficient for capturing regime-dependent degradation
dynamics.

In the ablation analysis where the ECA module has been
disabled, a small but consistent performance decrease
was observed in all subsets. To further assess this
contribution, results were analysed across K-Fold splits,
and it was observed that the inclusion of ECA
consistently improved RMSE values with low variance
across folds. This indicates that the performance gain is
stable and not due to random fluctuations. This shows
that the effect of the ECA layer produces balanced and
informative sensor representations. In this way, ECA
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contributes to overall performance. A significant
performance decrease was observed in the ablation
analysis where both components were removed
simultaneously. These results show that the primary
structural element of the ReACT architecture is regime
awareness. ECA, on the other hand, continuously
improves model stability and prediction accuracy. This
confirms that ECA plays a complementary role.

ReACT is not limited to achieving accurate predictions
but also produces physically consistent decisions that
align with jet engine behaviour. To verify this,
Explainable Artificial Intelligence (XAIl) analysis was
performed. Especially in high-risk areas such as aviation,
the biggest obstacle to deploying deep learning models in
industrial applications is the black box nature of the
models. That is, the difficulties in understanding the
internal structure of the model.

In this study, the Integrated Gradient (IG) method was
adopted [51]. Integrated gradients are widely accepted in
the literature. This method provides a consistent
framework for describing model outputs. In the
Integrated Gradients (1G) analysis, the baseline input was
set to a zero tensor, following the default behavior of the
Captum library. This baseline represents the absence of
sensor signals and is commonly used in time-series
attribution tasks. We note that the choice of baseline can
influence the absolute magnitude of attributions.
However, in this study, the focus is on the relative
importance patterns across sensors and time steps.
Empirical observations showed that the overall
attribution structure remains consistent, indicating that
the interpretability conclusions are robust with respect to
the baseline choice. Some researchers have highlighted
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the importance of XAl techniques to improve the
understanding of black box models and Jakubiak has
investigated the effectiveness of XAl methods in time
series data [52].

FD004, the most complex subset of the C-MAPSS
dataset, was selected for XAl analysis. The objective was
to examine the model’s decision-making behaviour under
two different conditions:

* Healthy state: Engine samples with RUL greater than
110, which do not exhibit any degradation symptoms.

* Critical failure state: Engine samples with RUL lower
than 15, engine examples requiring urgent maintenance.
The IG method links changes in the model output to the
input space. This approach makes it possible to measure
how much each sensor and time step affects the
prediction. The analysis was performed at two levels:

XAl Comparison under a Shared Color Scale (Scale; +/- 0.012)

CASE 1: HEALTHY ENGINE (RUL: 125)
(Faded Colors = Low Model Sensitivity)

Sensors
a1 s s

. 010

5 0 5 "
Time Step

Figure 8(a). IG attribution map for the healthy engine

For the healthy state with a RUL value of 125, the colours
in the IG map are quite faint. This indicates that the
model does not show excessive sensitivity to specific
sensors or time intervals in the healthy state. This
prevents misinterpretation of normal operational
fluctuations as fault indicators. On the other hand, for the
critical fault state with a RUL value of 14, the IG map
contains much darker regions. This can be interpreted as
the model showing stronger sensitivity to specific sensors
over time intervals. This observation also shows that the
model does not process all inputs equally and focuses
more carefully on fault-related signals. This selective
attention confirms the effectiveness of the attention
mechanisms used within the ReACT architecture. This
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* Local analysis: It covers attribution maps over the time—
sensor plane for one healthy state and one critical failure
state sample.

* Global analysis: It covers sensor importance ranking
obtained by averaging IG attributions computed over
randomly selected test samples.

IG attribution maps for healthy and critical failure
conditions are presented in Figure 8(a) and Figure 8(b).
The key methodological aspect of this visualization is
that both heat maps are plotted using the same color scale
of £0.012. This avoids variations in color intensity
resulting from rescaling, thus reflecting true magnitude
differences.

XAl Comparison under a Shared Color Scale (Scale: +/- 0.012)

CASE 2: CRITICAL FAILURE (RUL: 14)
(Darker Regions = Captured Degradation Signals)

3 =2 o83 os2 sl

515 sl4 513 12 sl1 59 8 57

20 517

0 20 a0 60

0
Time Step

Figure 8(b). IG attribution map for the engine in critical
failure condition

level of attention becomes more pronounced as the fault
approaches. However, since these observations are based
on individual samples, a global analysis is necessary to
characterize the overall decision-making behaviour of the
model. For this purpose, 200 random samples were
selected from the test set of each subset, and IG
attributions were calculated for each sample. The results
of this global analysis are shown in Figure 9. The three
most dominant sensors for each subset are as follows:

« FDO0O01: s3, s7, s17
« FD002: s7, s3, s21
« FD003: s20, s13, s12
* FD004: s7, 52, 512,
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Figure 9. Global Sensor Importance Analysis

Analysis of results indicates that although the same
architecture has been applied to every subset of the
model, it prioritized different sensors in different subsets.
Specifically, the s7 sensor was dominant in the FD002
and FDO004 subsets. This suggests that the model relies
more heavily on certain sensors under multiple operating
conditions. Overall, ReACT's XAl analysis shows that
the model's success is unlikely to be incidental. The
model consistently focuses on physically meaningful
signals while monitoring engine health. This provides an
appropriate level of transparency and consistency for
industrial and safety-critical applications.

In addition to prediction accuracy, we provide a brief
analysis of computational efficiency. The proposed
ReACT model contains approximately 10.27 million
trainable parameters. The average inference time was
measured as 9.69 ms per sample (£ 0.62 ms) on an
NVIDIA A100 GPU.

Although the two-stage attention mechanism introduces
additional computational overhead compared to simpler
architectures, the increase remains moderate. The model
achieves a favorable balance between predictive
performance and computational cost, making it suitable
for practical predictive maintenance applications. It is
also worth noting that many prior studies in the literature
do not report parameter counts or inference latency,
which limits direct efficiency comparisons.

5. CONCLUSION

Numerous detailed experiments were conducted on
subsets FD0O01-FDO004 of the dataset. These experiments
revealed that the proposed ReACT architecture exhibits
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stable and competitive performance across various
scenarios, comparable to studies in the literature. In
particular, regime-based normalization was observed to
play a decisive role in improving model performance for
subsets like FD002 and FD004 which contain multiple
operating conditions.
In scenarios that include multiple failure modes like
FDO003, the use of robust normalization and the two-stage

attention mechanism together enables effective
modelling of engine remaining useful life estimation
even with complex sensor data.

Comparisons with existing approaches show that ReACT
achieved particularly successful RMSE values in the
FD002 and FDO004 subsets. Furthermore, XAl and
ablation analyses confirmed that the architectural design
choices within ReACT were not random; each
component fulfilled a specific function corresponding to
different problem characteristics.

6. FUTURE WORK

Despite all these successful studies and methods, there
are many issues that remain open for future research in
this field. Applying advanced interpretable Al techniques
to further improve the interpretability of deep learning-
based RUL models can reduce the black-box nature of
these models and guide future studies in this area [53],
[54]. Another important issue is quantifying prediction
uncertainty. Reliability in industrial decision support
systems can be further improved through conformal
prediction approaches that provide statistically valid
confidence intervals for model outputs [55], [56].
Additionally, recently proposed hybrid architectures
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exhibiting strong performance show additional
opportunities for progress in this area [57], [58].
Furthermore, recent studies conducted in different deep
learning application domains have highlighted that
hybrid architectures, explainable and robust Al systems,
as well as computationally efficient edge-oriented
deployments, are becoming increasingly important for
real-world applications operating under resource-
constrained and safety-critical conditions [59], [60], [61].
In this context, uncertainty modelling, multitask learning,
lightweight transformer-based architectures, and the
development of models that can generalize across
different datasets remain promising directions for future
research.
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